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ABSTRACT
A similarity metric based on the low-level content of images can
be used to create a visualisation in which visually similar images
are displayed close to each other. We are carrying out a series of
experiments to evaluate the usefulness of this type of
visualisation as an image browsing aid. The experiment
described here considered the task of finding photographs
matching a general textual description. Preliminary results
indicate that people are faster when the images are displayed in a
similarity-based visualisation than when they are arranged
randomly.
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1. INTRODUCTION
Fully automatic methods of indexing and searching large
collections of digital images are based only on the low-level
visual features of the images, such as colour and texture. There is
some evidence that visual properties are important to people
when searching for images: they may have a “mental image”  of
something that would satisfy their requirements [2].

It can be difficult, however, for users to express these
requirements in a visual form, perhaps having to rely on drawing
sketches, or specifying colour distributions. The results are likely
to be less meaningful than those for a textual query, because of
the low-level nature of the features used to judge similarity. It is
thus very important that systems should provide good support for
browsing of images. Rubner [4] has shown that information
visualisation techniques can be applied to this problem, using
multidimensional scaling (MDS) to lay out a set of images so
that the user can see how they are related with regard to the
similarity metric used.  Users can then simply allow their gaze to
move into the areas of the visualisation where the images
resemble their “mental image” , instead of being forced to
describe or sketch it. For example, we would expect that, when
searching for aeroplanes, a user’s eye would be drawn to pictures
containing a lot of blue sky.

We set out to investigate the utility of this type of visualisation

for different image browsing tasks.  In an initial experiment [3],
we showed that users generally find a specific, given image more
quickly in a visualisation than in a random arrangement. This
simulates a situation where the user is trying to find a particular
image that he or she has seen before.

In the experiment described here, we chose to consider a
situation where the user wishes to find images matching a
general requirement. We assumed that no annotation of images
was available, and thus it would only be possible to search for
very general classes of image (such as “surfing”  or “birds” ), that
do not depend on a user’s knowledge of specific people or places.
This corresponds to the “non-unique, non-refined”  type of query
identified by Enser [1] in his analysis of requests submitted to a
large photograph archive. We hypothesised that people would be
able to find relevant images more quickly in a set that is arranged
according to visual similarity, compared to a set that is arranged
randomly.

2. THE EXPERIMENT
20 categories were selected from a Corel stock photograph
collection.  Each of these contains 100 images of a single type
(e.g. “close-ups of flowers” , “wildcats” ) making 2000 in total.
From these categories, 20 sets of 100 images were created, each
containing between 3 and 7 images per category.

In a single trial, we displayed a general description of a class of
images (taken from the category name) to the subject, and asked
her to select matching images from a set of thumbnail images,
clicking on a “Done”  button as soon as she was happy with her
selections. The set of thumbnail images was shown in an
“overview display” , with a magnification facility to allow the
user to see a small area of the display in more detail (as shown in
Figure 1).

The set of thumbnails could be laid out in one of two different
ways. In the MDS condition, the set was arranged so that visually
similar images were close to each other; the image similarity
metric we used is designed to reflect both global image
properties and the broad spatial layout of regions in the image
[3]. In the random condition the images were arranged in a
random order.

Each subject did all 20 possible searches. We adopted a within-
subjects design, so that all subjects did half of their searches
under each condition.  Half received MDS first and half received
random first, and within a condition, the searches were given in a
random order. The same sets of images and the same searches
were used for all subjects, but each subject carried out a different
search on a particular set.

Our 20 subjects were recruited from among the students and staff
of the University of Cambridge. They were not told how the
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layouts were created, to avoid any bias against the random
condition.  In order to provide qualitative data, the subjects filled
in a post-experiment questionnaire, which asked about their
search strategies, and about what made a search easier or more
difficult.

3. RESULTS
Data analysis is still in progress, and so only preliminary, mainly
qualitative results are reported here. Full results will be available
by the time of the conference.

Each image selection was timed, and when we consider the time
of the last image that subjects selected before pressing the
“Done”  button, we find that on average they took 25.5 seconds in
the MDS condition to select all images, and 31.2 seconds in the
random condition.  However, their average times to click on
“Done”  were 41.8 and 43.7 seconds respectively, meaning that
with MDS they seemed to wait longer after making their last
selection before deciding they were happy.  This perhaps
indicates that with MDS they were less certain that they had seen
all of the possibilities.  This was mentioned by many subjects in
the post-experiment questionnaire.

More than half of the subjects said they did not notice a
difference between the conditions.  Consequently, many reported
that they used the same searching strategy (“scanning”  along the

rows, from top to bottom) for both.  We would expect the results
to differ according to whether or not subjects took account of
visual similarity, and it will be interesting to see if this is the
case.

As well as timings, we can examine how many of the relevant
images were found in each search, and how many of the images
selected were relevant. Initially, we will define a “ relevant”
image as being one that is part of the described category in the
original collection.  However, as there was some overlap between
categories, we should also consider a more subjective definition.

4. CONCLUSIONS AND FURTHER WORK
Information visualisations created using content-based metrics of
image similarity offer some promise as tools for image browsing.
This experiment showed that they can help people to be faster in
locating images matching a general description. Further
experiments are necessary in order to provide more insight into
the usefulness of this type of visualisation in support of a wider
range of image browsing tasks.

Enser’s analysis [1] showed that the type of requirement studied
here made up only 6% of the requests to a large photo archive.
The majority were very specific requests, for which some form of
image annotation is crucial. A visualisation of image similarity
could be used as an alternative, or as a complement, to a ranked
list of images matching a text-based query.  This could help users
to get an overview of the different types of photographs that
match their requirement, and choose those which are most
visually suitable for their needs.  We will study this in future
work.
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Figure 1: The program used to run the experiment.  100
thumbnail images are shown on the right, in this case laid
out according to their visual similarity.  On the left there
is a 3x magnification of the area currently under the
mouse pointer.  Selected images are highlighted, and
copied to the bottom of the screen.


