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Abstract

A low-level content-basedmeasurementof imagesimilarity canbeusedto createa visualisationof animageset,
in which visually similar imagesaredisplayedcloseto eachother. We arecarryingout a seriesof experimentsto
evaluatetheusefulnessof this typeof visualisationasan imagebrowsing aid. So far, theseexperimentshave used
a complex imagesimilarity measurethat wasdesignedfor imageretrieval, but we wereinterestedin finding out if
simplermeasurescouldbe just aseffective. We createdbasictestcollectionsof imagesfrom a widely availableset
of stockphotographs,andusedtheseto comparea numberof differentmeasurementsof imagesimilarity. Precision-
recallgraphsshow theexpecteddifferencesbetweenthemeasureswith regardto retrieval accuracy. However, these
differencesdisappearin a comparisonof their effectivenessfor creatingvisualisations.

1 Introduction

Fully automaticmethodsof indexing andsearchinglarge collectionsof digital imagesarebasedonly on the low-
level visual featuresof the images,suchascolour and texture. Thereis someevidencethat visual propertiesare
importantto peoplewhensearchingfor images,but it canbedifficult for usersto expresstheirrequirementsin avisual
form, perhapshaving to rely on drawing sketches,or specifyingcolourdistributions.Theresultsarelikely to beless
meaningfulthanthosefor a textualquery, becauseof thelow-level natureof thefeaturesusedto judgesimilarity. It is
thusvery importantthatsystemsshouldprovidegoodsupportfor browsingof images.

In previous work, we have carriedout experimentsevaluatingthe usefulnessof informationvisualisationtech-
niqueswhenappliedto imagebrowsing. This applicationwasfirst suggestedby Rubner[11] who did not carryout
any experimentalevaluation.A setof imagescanbelaid out sothattheusercanseehow they arerelatedwith regard
to thesimilarity measureused.Userscanthensimplyallow theirgazeto moveinto theareasof thevisualisationwhere
the imagesresembletheir “mental image”, insteadof beingforcedto describeor sketchit. For example,we would
expectthat,whensearchingfor aeroplanes,auser’seyewouldbedrawn to picturescontaininga lot of bluesky.

To arrangea setof images,we first createa similarity matrix,measuringthecontent-basedvisualsimilarity of all
pairsof imagesin theset.We thenusemultidimensionalscaling(MDS) [2], a techniquewhich treatsinter-objectdis-
similaritiesasdistancesin somehighdimensionalspace,andthenattemptsto approximatethemin a low dimensional
(commonly2D or 3D) outputconfiguration.Algorithms to performMDS areavailablein many commonstatistical
packages,althoughwe have developedour own algorithmaspart of separatelypublishedinformationvisualisation
research[1]. OnceMDS hasfounda 2D configurationof pointsusingthematrix, thumbnailversionsof the images
canthenbeplacedat thesepoints,to producea layout.Examplesof theselayoutscanbefoundin Figures4 and5.

In our initial experiment[9], we showedthatusersgenerallyfind a specific,givenimagemorequickly in a visu-
alisationthanin a randomarrangement.This simulatesa situationwheretheuseris trying to find a particularimage
thatheor shehasseenbefore.Next, we choseto considera situationwheretheuserwishesto find imagesmatching
a generalrequirement.We assumedthatno annotationof imageswasavailable,andthusit would only be possible
to searchfor very generalclassesof image(suchas“surfing” or “birds”), thatdo not dependon anindividual user’s
ability to recognisespecificpeopleor places.Thiscorrespondsto thenon-unique, non-refinedtypeof querydescribed
by Enser[4] in his analysisof requestssubmittedto a largephotographarchive. We found thatpeoplewereableto
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find relevantimagesmorequickly in a setthat is arrangedaccordingto visualsimilarity thanin a setthat is arranged
randomly[8].

Sofar, we have useda fairly complex imagesimilarity measurement(describedin section2.4),basedon current
researchin imagesegmentation,anddesignedfor usein an imageretrieval system. Our experimentsshowed that
it appearedto work well. However, we wereinterestedin exploring othersimilarity measures,to seehow effective
they couldbein comparison.In particular, becausethefirst stepin creatingavisualisationis calculatingthesimilarity
matrix,whereeveryimagein thesetis comparedto everyotherimage,wewereinterestedto know if asimpler, quicker
measurementcouldproducevisualisationsof anequallyhighquality.

Rogowitz et al. [10] implicitly make theassumptionthat thereis a direct relationshipbetweenan imagesimilar-
ity measure’s retrieval performance,and its effectivenessfor creatingvisualisations,an assumptionthat we test in
Section6 of this paper. They createdMDS arrangementsof a singlesetof 97 images,usingtwo differentsimilarity
measures,andcomparedthese,by inspectiononly, to two otherarrangementsthatwerebasedon thesimilarity judge-
mentsof humanassessors.They concludedthatoneof thesimilarity measureswascloserto humanperceptionthan
theother, but did not attemptany quantitativeevaluationof thedifferentarrangements,or testthemasbrowsingtools
in their own right.

It shouldperhapsbeemphasisedthat in this paperwe areconcernedspecificallywith the problemof evaluating
imagesimilarity measuresfor usein constructingvisualisations,ratherthan for retrieval, althoughour dataon the
latteris givenfor thesake of comparison.

2 Measuring image similarity

In orderto quantifythesimilarity of a pair of images,we first needto extractrepresentativefeaturesfrom theimages,
and thencomparethe similarity of thosefeatureswith a suitablemeasure.Ideally, the featureswould correspond
with thosethat a humanobserver might usein judging similarity. However, this would involve recognitionof the
objectsin theimages,andinterpretationof theirhigh-levelmeaning,ataskwhich is presentlyverydifficult to perform
automatically.

Instead,we canattemptan approximation,using low-level featuresthat areeasierto extract, suchascolour or
texture. In this sectionwe discussthe different featuresandcorrespondingsimilarity measuresthat we compared.
Featuresaregenerallyonly computedonce,andthenstored.With a smallcollection,it mayalsobepossibleto store
thepairwisedissimilaritiesof all images,but generallythesemustbecomputedeachtimeasimilarity matrixis created.

Thereare,of course,many possibleversionsof (andalternativesto) themeasureswe compared:wherepossible,
we adoptedsimple measuresfrom existing imageretrieval literature. In the caseof the Earth Mover’s Distance
(section2.3),its inventorwasusingpartof thesameimagecollection,andkindly agreedto makehisimagefeaturesand
similarity measureavailable. Puzichaet al. [7] offer a morecomprehensive andsystematiccomparisonof similarity
measures.

2.1 Average colour

This is thesimplestmethodof all, usingonly a singlecolour (theaveragehue,saturation,andvalueof all pixels in
the image)to representanentireimage.TheHSV colourspaceis cylindrical, with thehuerepresentedby theangle
aroundacircle (e.g.0 degreesis red,120degreesis green,240degreesis blue).Distancefrom thecentreof thiscircle
representssaturation,with mostcolourpresentat theedgeof thecircle. Thelong centralaxisrepresentsvalue,from
blackto white.

Measuringthesimilarity of the imagesis thenjust a questionof measuringtheEuclideandistancebetweentheir
averagecoloursin the HSV space(assumingthat this is a reasonableapproximationof their perceptualsimilarity).
Becausethespaceis cylindrical, thefollowing formulamustbeused[13]:�������
	���
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Thismeasurecanbemadeto takesomeaccountof imagecompositionby dividing theimagesinto agrid of equal-
sizedparts,say4 or 9, andthencomparingcorrespondingpartsof thetwo images,usingtheabovemeasure.We can
thentake themeanof thenumbersasthedistancebetweentheimages.

2.2 Colour histograms

The main drawbackof averagecolour is, of course,that it meanslosing all informationaboutthe large numberof
colourswhich maybepresentin animage,andtheir relativedistributions. If thecoloursarequantisedinto a number
of bins, histogramscanbe producedby countingthe numberof pixels in the imagethat fall into eachbin. There
aremany possiblequantisationschemes,but thesimplestusea fixednumberof binsof equalsize. Thedissimilarity
betweentwo histogramscanthenbemeasured,mostcommonlyby comparingthecontentsof correspondinghistogram
bins.

For ourwork wechosethequantisationmethodoutlinedby Smith[13]. Hueis assumedto bethemostsignificant
characteristicof a colour, andthusreceivesthefinestlevel of quantisation,with the360degreesof thehuecirclesplit
into 18 sectionsof 20 degrees.Saturationandvalueareassumedto belessimportant,andareeachquantisedto three
levels.Pixelswith nohueor saturationaretreatedasaspecialcase,andsplit into 4 levels:black,darkgrey, light grey,
andwhite. Thus,thereare166binsperhistogram:18 hues @ 3 saturations@ 3 values,plus4 grey levels.

Therearemany differentwaysin which the resultinghistogramscanbe comparedin order to producea single
numberrepresentingthesimilarity of thecorrespondingimages.Herewe try onemeasurefrom eachof thefirst three
categoriesdescribedby Puzichaetal. [7]: aheuristichistogramdistance( ACB ), anon-parametricteststatistic( DFE ), and
aninformation-theoreticdivergence(theJeffrey divergence).

It is alsopossibleto makethesemeasurestakesomeaccountof imagecomposition,usingasimilarmethodto that
outlinedat theendof theprevioussection.

2.2.1 A B distance

The AGB distanceis a simpleandpopularmeasureof the similarity of colour histograms.It involvesaddingup the
differencesbetweencorrespondingbinsin thetwo histograms:HJI.KML
NGOQPSR�TVU-W�X Y W�Z/['W X

where
N

and
P

arehistograms,and
Y W

representsthevaluein bin \ of histogram
N

.

2.2.2 D E
Thisstatisticmeasureshow unlikely it is thatonedistributionwasdrawn from thepopulationrepresentedby theother:HJ]�^'L
NGOQPSR�TVU W L%Y W�Z/['W R EY W._ [ W
2.2.3 Jeffrey divergence

This is an information-theoreticdivergence,measuringhow compactlyonedistribution canbecodedusingtheother
oneasthecodebook[7]. It is calculatedasfollows:H�`aL
NCOQP1R�TbU Wdc Y Wfehg+i Y Wj W _ [+W�e7g'i [ W
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2.3 Colour signatures and EMD

The main fault of colour histogramsis their inflexibility . They only comparedirectly correspondingbins (thusdis-
regardingany informationthat couldbegainedfrom consideringneighbouringbins of similar colour), andthey are
sensitive to the bin sizechosen(if they aretoo small, thensimilar colourswill be split acrosstoo many bins, but if
they aretoo largeeachonewill containtoo many colours,losingdiscrimination).

More adaptive methodshave beensuggestedto get aroundtheseproblems.Rubner[11] proposesusingsimple
coloursignatures,whereeachimageis representedby a smallnumberof colours(eighton average),with weightsto
indicatetheimportanceof eachcolourin theimage.Mostexistingsimilarity measurescannotbeappliedto signatures,
so theEarthMover’s Distance(EMD) wasdefinedfor this purpose.It reflectstheminimal costof transformingone
signatureto theother, andis asolutionof aspecialcaseof thetransportationproblemfrom linearoptimisation.Rubner
alsoillustrateshow it canbeusedin conjunctionwith MDS,but hedid notcarryoutuserevaluations,or compareEMD
with othersimilarity measuresfor thepurposeof creatingvisualisations.EMD is anotherof themeasurestestedby
Puzichaetal. [7].

2.4 Image segmentation

All of themeasureswehavediscussedsofaruseglobalimagefeatures,althoughmuchcurrentwork in computervision
focusesonsegmentingimagesinto coherentregions.Whenconstructingaquery, thisallowsusersto selectindividual
regionsfrom an image,ratherthanusingthe whole image. It is alsopossibleto incorporateregion informationinto
imagefeatures,which canthenbecomparedwith a pairwiseimagesimilarity measure.Onesuchmeasure,IRIS (for
ImageRegionsIn Summary)hasbeendefinedby Sinclair, basedonhisunsupervisedimagesegmentationscheme[12],
andit is this thatwehaveusedin ourwork to date.It is designedto reflectbothglobalimagepropertiesandthebroad
spatiallayoutof regionsin theimage.

An imageis segmentedinto regionswith broadlyhomogeneouscolour properties.Regionshave descriptorsfor
colour, colour variance,area,shape,locationandtexture. Regionsare thenclassifiedaseither large (with an area
greaterthan 0.1% of the total imagearea)or small. The large regions are further classifiedas either textured or
smooth,andthesmall regionsasregularly or irregularly shaped.An imagesummaryis thencreatedasfollows. The
imageis partitionedinto nineequalareas,in theobviousway. Setsof four globalcolourhistograms(for largesmooth
regions, large texturedregions,small regular regions,andsmall irregular regions)aremadefor eachof thesenine
areas,and the largest(dominant)region in eachof the nine areasis recorded. The histogramsarenormalisedby
imagearea.The qSr statisticis usedto determinethedistancebetweenlikecolourhistogramsacrossimagepairs.The
distancebetweendominantregionsin correspondingninthsof eachimageis given by the Mahalanobisdistancein
RGBcolourspace.Thefinal measureis thenaweightedsumof theabovedistances.

3 Simple image test collections

Traditionally, information retrieval evaluationsare basedon a test collection containingthousandsof documents.
Sucha collectionhasa fixedsetof queries,with relevancejudgementsindicatingwhich of theitemsin thecollection
arerelevant to eachquery. This canthenbe usedto comparethe retrieval performanceof differenttechniquesand
algorithms.Thereis a longhistoryof usingtestcollectionsin text retrieval research,but thereis nosuchcollectionfor
imageretrieval.

The test collection approachis, of course,not particularly helpful for evaluatingthe usefulnessof interactive
retrieval systems(for example,seeJoseetal. [5] for adiscussion),mainlybecausethequeriesin thecollectioncannot
hopeto cover all aspectsof thecontext in which a retrieval systemmaybeused.In this paper, we usea simpletest
collectionapproachasa convenientandcheapcomplementto ourongoingexperimentswith users.

A problemin creatinga testcollectionis that of relevancejudgements:it is necessaryfor humanjudgesto de-
terminewhetheror not an item is relevant to a given queryor description. The mostcommonform of queryseen
in researchpaperson content-basedimageretrieval is “query by example”, wherethe userselectsan imageas a
representationof his or herrequirement,andthesystemreturnsimagesit measuresto besimilar to theexemplar.
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Stockphotographcollectionsareusuallygiven someform of categorisation,andthis shouldprovide us with a
ready-madesetof relevantitemsfor a query-by-example:all imagesin thesamecategory astheexemplarshouldbe
relevantto it whenusedasa query. If we restrictthecollectionto only containselectedcategories,wecanensurethat
thereis little overlapbetweenthem,thusincreasingour confidencethatonly theotherimagesin thecategory will be
relevant. We thereforetook volumesI andII of theCorelStockPhotographCollection(soldon a setof CD-ROMs),
andchose20 categoriesfrom each,to makeupour two mini-collections(describedfrom now onasCorel1 andCorel
2).

We alsoensuredthatall 100of theimagesin eachof our chosencategoriesmatchedthecategory name.Further-
more,we chose“generic” categories,so that it shouldbe possiblefor anyoneto identify by sight whetheror not an
imagematchesthe category name,without any specialistknowledge. This meansthat the “relevancejudgement”is
asunambiguousaspossible,anddoesnot rely on thepresenceof annotation.Table4 lists theselectedcategoriesin
eachof thetwo mini-collections.Eachof themini-collectionswasusedseparately, ratherthancombiningtheminto a
singlecollection,becausethereis overlapbetweentheir categories(e.g.bothhavea “flowers”category).

It is obviousthat thesecollectionsarenot at all “realistic”: for example,onewould not generallyexpect99 items
(5% of thecollection)to berelevant to every query. However, they shouldprovide a usefulbasisfor comparisonof
similarity measures,aswewill beableto seehow well eachmeasurecanseparatetheimagesin therelevantcategory
from all of theothers.

4 Comparing similarity measures for retrieval

Eachof the2000imagesin a mini-collection(Corel1 or Corel2) wasusedin turn asa “query by example”,ranking
theremainingimagesfrom its collectionin orderof theirsimilarity to thequeryimage.This processwasrepeatedfor
eachof the similarity measuresunderconsideration.An ideal measurewould placethe99 relevant images(the rest
of thequeryimage’scategory) at thetop of theranking,followedby therestof themini-collection.We cancompare
theperformanceof eachmeasureby calculatingtheconventionalinformationretrieval evaluationfiguresof recalland
precision. Recallis theproportionof therelevantimagesin thecollectionthatareretrievedfor aparticularquery, and
precisionis theproportionof theimagesretrievedthatarerelevantto thequery. Eachof thesecanbemeasuredatany
cutoff point alongtheranking;mostcommonly, precisionis calculatedat a numberof standardlevelsof recall (0.0,
0.1,0.2,. . . , 1.0). This allows theconstructionof a graphplottingprecisionagainstrecall,usuallyaveragedacrossall
of thequeriesin thecollection.

In conventionaltextual informationretrieval evaluations,eachqueryhasadifferentnumberof relevantdocuments,
andsoit is impossiblefor all of thestandardrecalllevelsto beachievedexactly (for example,if aqueryhas6 relevant
documents,theonly recalllevelspossibleare0.167,0.333,. . . ). It is thereforeusualto interpolatetheprecisionfigures
overstandardrecallranges,sothat,for example,thefigureat0.0recallactuallyincorporatesall of theprecisionvalues
for recallbetween0.0and0.1. In our collections,however, we have thesamenumberof relevantdocuments(99) for
every query, andso the graphin Figure1 simply plots precisionagainstrecall at each relevant document. Table1
givestheaverageprecision(acrossall recall levels)for eachof themeasures,in eachcollection.

Theaveragecolourmeasure(ahsv) clearlyperformsworst. Partitioning the imagesinto a grid of 4 equalareas
(ahsv 4) improvesperformance,andusing9 areas(ahsv 9) improvesit again,but 16 areas(ahsv 16) areonly
marginally betterthan9, while needinga largernumberof features(andhencecalculations).The threehistogram-
basedmeasuresarenext, with similar performance,but Jeffrey divergence(hhsv jd) performsslightly betterthansSt (hhsv chi), which in turn is betterthan uCv (hhsv l1). We also tried histogram-basedmethodson images
partitionedinto grids of equalarea,but this producedlittle or no improvement,especiallyconsideringthe much
highernumberof features(andcalculations)required.EMD (emd), for which we only have Corel 1 data,performs
surprisinglybadly, doingapproximatelyaswell asthehistogram-basedmeasures.TheIRIS measure(iris) clearly
performsbest.

It shouldperhapsbe notedthat the featuresfor the IRIS measurewerecreatedfrom 768w 512images,while all
of theaveragecolourandhistogramfeatureswerecalculatedfrom 96 w 64 thumbnails,which maybewhatgivesIRIS
someof its advantage.To testthis, we repeatedour calculationsfor hhsv jd usingfull-size images,andfoundthat
it did giveaslight improvementover thumbnails(e.g.theaverageprecisionfor Corel2 rosefrom 0.243to 0.251),but
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collection average precision
ahsv ahsv 4 ahsv 9 ahsv 16 hhsv l1 emd hhsv chi hhsv jd iris

Corel1 0.189 0.210 0.223 0.225 0.239 0.246 0.253 0.258 0.283
Corel2 0.171 0.210 0.222 0.225 0.229 – 0.239 0.243 0.282

Table1: Averageprecisionfiguresfor thetwo collections,over theninesimilarity measureswe considered.For emd,
we only haveCorel1 data.
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Figure1: Theprecision-recallgraphfor the Corel1 mini-collection. Thehhsv jd andhhsv l1 serieshave been
omittedfor clarity, dueto their closenessto hhsv chi andemd. Theahsv 16 serieshasalsobeenomitted,dueto
its closenessto ahsv 9. Thegraphfor Corel2 is verysimilar, exceptthatwedo not haveCorel2 datafor emd.

wasstill quitefarbehindiris.
For thesakeof interest,Table4 showsaverageprecisionfiguresfor theindividualcategoriesin thetwo collections.

IRIS doesbestfor mostof thecategories,althoughin a numberof casesit is outperformedby othermeasures.It is
clearthatsomequeriesaremucheasierthanothers:asonemight expect,the “easy” queriesarethosefor categories
wheretheimagesaremostvisually homogeneous(e.g.ArabianHorses, whereall of thepicturesappearto havebeen
takenin thesamefield), anddissimilarto theimagesin othercategories(e.g.Divers& Diving, whereall of theimages
containanuncommonshadeof blue).

5 Calculating a similarity matrix

Beforewe canapplyMDS, we needto calculatea similarity matrix,containingthepairwisesimilaritiesof all images
in thesetto bevisualised.If thesetconsistsof queryresults,thenthesimilarity matrix cannotbeprecomputed,and
will have to becreated“on thefly”. Thenumberof calculationsneededis x2yhx�z�{ |} , where ~ is thenumberof images
in theset.Table2 shows approximatelyhow quick eachof themeasuresis to calculate,relative to thefastest,ahsv.
Weuseda296MHzUltraSparc-IIprocessor, onwhich it took0.02secondsof CPUto computea100-imagesimilarity

(Challengeof ImageRetrieval, Brighton,2000) 6



A comparison of measures for visualising image similarity

similarity measure
ahsv ahsv 4 ahsv 9 ahsv 16 hhsv l1 emd hhsv chi hhsv jd iris

relative time 1 3.8 8.6 15 8.8 230 10 24 16

Table 2: The approximatetime neededto createa similarity matrix, given relative to ahsv, for eachof the nine
measures.

matrix usingahsv, but approximately4.6secondsonaverageusingemd.
Fromthesefigures,it seemsclearthatEMD is likely to be impracticalfor creatinglayoutson thefly. ahsv 9 is

fasterthanahsv 16, for aboutthesameretrieval performance,andsimilarly, hhsv chi is morethantwice asfast
ashhsv jd, for similarperformance.

For a smallcollection,of course,we mayhaveenoughdisk and/ormemoryto hold thepairwisesimilaritiesof all
imagesin thecollection,makingtiming differencesirrelevant. We mayalsoneedto take into accounttheinitial time
takento computefeatures(themorecomplex thefeatures,thelongerthey take to compute)but theseonly needto be
workedout once.Anotherconsiderationis how big the featuresare,sincethis will determinehow long they take to
readin to memory, andhow muchmemoryis needed.

6 Comparing similarity measures for visualisation

Having observed fairly large differencesbetweenthe similarity measureswhenusedin the context of retrieval, we
expectedthatthesedifferenceswouldremainin thecontext of visualisation:thatthebestmeasuresfor retrieval would
producethebestvisualisations.To testthis, we neededa way of objectively evaluatingthequality of visualisations,
to measurehow successfulMDS hasbeenat placingsimilar imagescloseto oneanother. We adoptedthe method
describedby LeouskiandAllan [6] of attemptingto quantify how well the visualisationclusterstogetherrelevant
images,andseparatesthemfrom non-relevantimages.

The conventionalrecall andprecisionmeasurescanbe transferredto visualisationsby assumingthat the user’s
startingpoint is a singlerelevant image,andtreatingthis asthe queryimage. Then,insteadof usingthe similarity
measureto rank the otherimages,they aresimply ranked accordingto their 2D Euclideandistancefrom the query
imagein thevisualisation.Spatialprecisionis thereforedefinedastheproportionof relevant imageswithin a given
radiusof thequeryimage(usingthe imagecentreswhenmeasuringdistances).This is illustratedin Figure2. If we
usethedistancesfrom thequeryimageto eachrelevantimageastheradii, this givesthespatialprecisionat different
levelsof recall.Averagespatialprecisionis thenthetwo-dimensionalanalogueof averageprecision:spatialprecision
averagedacrossall levelsof recall,andall imagesin thelayout.

Therefore,to assesshow the similarity measuresperformwhenforcedinto two dimensions,we canuseeachof
themto create2000-imagesimilarity matricesfor bothof the testcollections.Oncewe have appliedMDS to these,
producing2D configurations,we canrepeatthe processdescribedin section4: usingeachimagein the set in turn
asthequery, work out thespatialprecisionat eachrelevant image. Then,theaveragespatialprecisionof thewhole
visualisation,overall possiblequeryimages,canbecalculated.Figure3 andTable3 show theresults.

Although thereare wide differencesbetweenthe similarity measuresin conventionalIR terms,when usedin
conjunctionwith MDS thedifferencesareverysmall.To look for anexplanationof this,wehave to considerMDS in
moredetail. TheincrementalMDS methodwe useis baseduponleastsquaresmetricMDS [1]. It emulatesa spring
systemwith anchorpoints,onefor eachdataobject,andaspringbetweeneverypairof points.Therelaxedlengthof a
springconnectingtwo pointsis givenby thedissimilaritybetweenthecorrespondingpair of objects.Eachspringhas
energy associatedwith it, andthelossfunctionis asumof theseenergiesfor all springs:

���b��)�����:� �Q�"���� ��������� ��Q�
where� ��� is theEuclideandistancebetweenpoints� �

and� �
in thetwo-dimensionallayout,and

�� �Q� is the(origi-
nal) dissimilaritybetweenobjects� and � .
(Challengeof ImageRetrieval, Brighton,2000) 7
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Figure2: An illustrationof spatialprecisionin two dimensions.Thedarkgrey rectanglein thecentrerepresentsthe
queryimage,andthe light grey rectanglesrepresentimagesthatarerelevant to the query. The white rectanglesare
non-relevantimages.Moving outwardsfrom thecentre,thedashedcirclesrepresentincreasinglevelsof recall: at the
closestrelevantimage,weseethat1 non-relevantimagealsofallswithin thecircle,makingthespatialprecision0.5at� =1. At � =2 thereare3 non-relevantimageswithin thecircle,giving a spatialprecisionof 2/5 = 0.4. Finally, at � =3,
spatialprecisionis 3/8= 0.375.Theaveragespatialprecisionof thearrangementfor thisqueryimageis therefore(0.5
+ 0.4+ 0.375)/3= 0.425.
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Figure3: Spatialprecisionagainst“recall” for Corel1. Again,somesimilarity measuresareomittedfor clarity. The
differencesbetweenthemeasureshavealmostdisappeared.
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collection similarity measure
ahsv ahsv 9 emd hhsv chi hhsv jd iris

Corel1 ASP 0.161 0.154 0.159 0.158 0.162 0.148
ASP/AP 0.852 0.691 0.646 0.625 0.628 0.523
MDS energy 0.023 0.054 0.056 0.101 0.096 0.107

Corel2 ASP 0.154 0.154 – 0.145 0.149 0.138
ASP/AP 0.901 0.694 – 0.607 0.613 0.489
MDS energy 0.016 0.048 – 0.105 0.098 0.106

Table3: Averagespatialprecision(ASP)figuresfor selectedsimilarity measures,acrossthetwo collections,aswell
asMDS energy valuesfor thecorresponding2D layouts.If differentMDS runsareused,thesefiguresmayvaryby up
to about0.001.Thetablealsogivestheratio of ASPto theoriginal averageprecision(AP), thusshowing how much
of the“value”of theoriginalmeasureis retainedin the2D layout.

In effect, this givesan indicationof how closely the final 2D layout reflectsthe positionsof the points in the
original high-dimensionalconfiguration.Table3 shows theenergy of thevisualisationsproducedusingthedifferent
similarity measuresfor thetwo testcollections.Theenergy valuewereportis anaverageacrossall of thesprings,i.e.���a���h���a�3�� . Thesimplestmeasure,ahsv, is three-dimensional,andsoareductionto two dimensionsdoesnotresultin
mucherror, giving its configurationsa low level of energy. However, morecomplex similarity measurestendto havea
higherdimensionality, thusproducingconfigurationswith moreenergy (anderror). It appearsthat themorecomplex
measureslosewhatever advantagethey have in high-dimensionalspacewhenforcedinto two dimensionsby MDS.
Thus,thebestsimilarity measuresfor usewith MDS will bethosewhich makea goodtradeoff betweeneffectiveness
anddimensionality.

7 Reconsidering experiment results

In orderto examinehow accuratean indicatortheASPmeasureis of visualisationquality, we decidedto apply it to
thedatafrom our seconduserexperiment(asmentionedin theIntroduction,anddescribedin moredetail in [8]). We
usedsetsof 100 imagesdrawn from the Corel 2 collection,displayingthemto participantsandaskingthemto find
asmany imagesasthey couldto matcha particulartextual description(takenfrom oneof thecategory names).Each
setcontainedbetween3 and7 imagesfrom eachof the20 categories,andwaseitherarrangedwith MDS (usingthe
IRIS measure),or arrangedrandomly. Participantswereaskedto beasquickaspossible,andto pressabuttonmarked
“done” whenthey werereadyto moveon to thenext search.

Whenanalysingthe results,we consideredseveral timingsasdependentvariables.In general,participantswere
significantlyfasterat thetaskwhenselectingfrom theMDS layouts:for time takenup to andincludingtheselection
of the last image,averagetime to make a selection,andtime takento pressthe“done” button. For thetime takento
selectthefirst image,MDS hada smallbut non-significantadvantage,suggestingthatmostof thebenefitof theMDS
layoutcomesafterthefirst relevantimagehasbeenfound.

Applying the averagespatialprecisionmeasurementto theselayoutsgivesa meanvalueof 0.168for MDS, and
0.071for random.RepeatingouranalysisusingASPvalueasanindependentvariable,wefoundthatit wassignificant
for thesamedependentvariablesaslayouttype(a higherASPvaluemeanta fastertime),andwasnot significantfor
thetime of thefirst selection.This seemsto confirmthat thebenefitof theMDS layoutsis theclusteringtogetherof
relevantimages:onceonerelevantimagehasbeenfound,theotherscanbefoundmorequickly becausethey areclose
to it.

Whentheselayoutsarerecreatedusingtheahsv measure,theASPvaluesarecomparableto thoseof theoriginal
IRIS layouts,meaningthat in anexperimentwe would expectahsv-basedlayoutsto offer a similar advantageover
randomlayouts.Figure4 shows anexampleof a 100-imagelayoutcreatedwith ahsv, andFigure5 shows thesame
setof images,arrangedusingiris. The two layoutslook rathersimilar, althoughtheahsv layout is moretightly
clustered,leadingto moreoverlapbetweenthumbnails.In a situationwherethis is undesirable,theconfigurationcan
be forcedinto a moreregular, grid-like structure[9]. It is alsopossibleto usea form of MDS that is constrainedto
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placingthepointsso that they lie on a grid. Alternatively, theoverlapproblemcanbesolvedby userinterfacetools
thatautomaticallybringhiddenthumbnailsto thefront asthemousepointeris movedover them.

8 Future work

Theconclusionsdrawn in this paperarewith respectto a particulartypeof query, the“non-unique,non-refined”type
identified by Enser[4]. However, only 6% of the requestshe sampledfell into this category. Far more common
were requestsfor specificpeopleor places,which at presentcan only be answeredif the imageshave associated
annotations.We are interestedin creatinglayoutsbasedon textual annotations,andexploring how thesemight be
usedin complementto layoutsbasedon visualsimilarity.

Also, we have exploredonly oneaspectof the utility of similarity-basedvisualisations:the fact that they can
clustertogethersimilar items,separatingthemfrom dissimilaritems.Theaveragespatialprecisionmeasureseemsto
quantify this fairly well. However, a goodvisualisationshouldalsohelp theuserto gainanoverview of thedataset
in question.Dependingon theuser’s currenttask,anarrangementbasedon semanticsimilarity maymake lessvisual
“sense”asa wholethananarrangementbasedon a simplemeasurelikeaveragecolour. At presentwe aredeveloping
a studybasedon a simulatedwork tasksituation[3], to examinehow differentMDS arrangementsof an imageset
might beusefulto agraphicdesignerfor apictureselectiontask.

We arealsointerestedin usingMDS to arrangetheresultsof a textual or visualquery, comparingthis to themore
conventionalrankedlist. Giventhefindingsreportedin this paper, it would seemsensibleto useanadvancedimage
similarity measure(suchasIRIS) for a visual query, but a simpleone(suchasaverageHSV colour) for creatinga
visualisationof theresults.

9 Conclusions

We canidentify differencesin performanceamongimagesimilarity measuresby usingthemto simulatetheretrieval
of resultsfor a“queryby example”from asimpletestcollection.However, thesedifferencesdisappearwhenthemea-
suresareusedin conjunctionwith multidimensionalscaling(MDS) to createvisualisationsof imagesets.Measures
thataremoreeffective for retrieval tendto bemorecomplex, andthuslosetheir advantageover thesimplermeasures
whenforcedinto two dimensions.As the latter areeasierto implementandquicker to calculate,it seemsthat they
shouldbefavouredfor thecreationof visualisations,althoughtestingwith usersandwith otherimagecollectionsis
neededto confirmthis. A re-examinationof theresultsof anearlierexperimentshowsthattheaveragespatialprecision
measureappearsto beanaccuratepredictorof thequality of a visualisation.
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Table4: Thecategoriesusedin thetwo testcollections,with their averageprecisionwhenusedasqueries,for eachof
five similarity measures.Thetop half of thetableis theCorel1 mini-collection,andthebottomhalf is Corel2. The
shadingof thecellsshows therelativerankingof themeasuresfor a particularcategory: thedarker thecell, theworse
theranking.We donot haveCorel2 datafor emd.

Category Title ahsv ahsv 9 emd hhsv chi iris

1 SunrisesandSunsets 0.132 0.125 0.135 0.160 0.203
3 World War II Planes 0.251 0.486 0.393 0.416 0.588
8 Birds 0.071 0.080 0.086 0.092 0.084

13 1 FlowersVolumeII 0.093 0.086 0.132 0.161 0.142
22 Bridges 0.115 0.134 0.137 0.145 0.145
29 ExoticCars 0.157 0.140 0.183 0.170 0.145
31 ResidentialInteriors 0.172 0.226 0.278 0.273 0.397
52 Butterflies 0.186 0.201 0.184 0.172 0.294
73 Firework Photography 0.301 0.302 0.523 0.567 0.580
91 Fruits& Vegetables 0.120 0.148 0.134 0.120 0.178

100 Bears 0.114 0.128 0.140 0.120 0.112
104 NorthAmericanDeer 0.104 0.133 0.164 0.144 0.118
107 Elephants 0.185 0.300 0.276 0.191 0.228
108 Tigers 0.160 0.188 0.224 0.288 0.310
110 Wolves 0.106 0.189 0.156 0.153 0.178
113 ArabianHorses 0.466 0.595 0.572 0.553 0.561
156 Divers& Diving 0.489 0.353 0.552 0.649 0.640
172 Action Sailing 0.235 0.261 0.254 0.266 0.360
181 Models 0.181 0.198 0.197 0.235 0.187
184 Ice& Icebergs 0.144 0.193 0.196 0.182 0.221

overall average precision 0.189 0.223 0.246 0.253 0.283

208 Fungi 0.271 0.334 – 0.325 0.341
209 Fish 0.124 0.137 – 0.188 0.198
221 FlowersClose-up 0.241 0.241 – 0.204 0.283
225 FreestyleSkiing 0.187 0.262 – 0.262 0.323
240 Arthropods 0.121 0.123 – 0.135 0.217
268 African Birds 0.090 0.105 – 0.091 0.108
273 PerformanceCars 0.157 0.234 – 0.204 0.279
300 Surfing 0.216 0.228 – 0.400 0.368
314 DolphinsandWhales 0.176 0.374 – 0.244 0.385
317 WhitetailDeer 0.148 0.199 – 0.234 0.252
320 VictorianHouses 0.141 0.244 – 0.373 0.390
326 Wildcats 0.088 0.105 – 0.139 0.135
329 Hot Air Balloons 0.073 0.098 – 0.145 0.194
332 FabulousFruit 0.187 0.167 – 0.189 0.169
338 Sailing 0.193 0.329 – 0.343 0.359
345 SunsetsAroundTheWorld 0.204 0.177 – 0.250 0.311
351 Trains 0.128 0.245 – 0.198 0.305
359 AviationPhotography2 0.187 0.263 – 0.148 0.311
364 KitchensandBathrooms 0.348 0.411 – 0.530 0.512
388 WomenIn Vogue 0.143 0.160 – 0.182 0.191

overall average precision 0.171 0.222 – 0.239 0.282
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Figure4: 100imagesfrom theCorel2 mini-collection,arrangedwith ahsv.

Figure5: Thesame100imagesfrom Corel2, arrangedwith iris.
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